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Abstract

The software industry is increasingly facing the issues
of understanding and maintaining a particular type of soft-
ware systems, namely distributed systems. While these sys-
tems are usually implemented in an object-oriented fash-
ion, they raise very specific, and technology-dependent, un-
derstandability and quality assessment challenges. In this
paper we present a novel approach for understanding a
distributed system, by analyzing the structure of its source
code and identifying the design fragments that contribute to
those specific features that use or depend on the distributed
communication infrastructure. By applying the approach
on a couple of real-world Java/RMI distributed systems, we
show that it provides reliable means for capturing both an
overview of the systems’ distributed architecture, and a de-
tailed understanding of the impact of the distributed fea-
tures on the entire system (including the local features).

Index Terms: software engineering, system analysis and
design, reverse engineering

1 Introduction

Distributed applications play a highly important role in
the software industry. There are different types of such sys-
tems [26] and various degrees to which distributed commu-
nication mechanisms are used in their implementation.

Like any software application, distributed applications
involve multiple functionalities (features), only part of
which are directly related to the distributed nature: we can
always identify parts that deal with local tasks, unconcerned
with the remote entities. For example, an electronic mail
system usually deals with many local tasks, such as storing
the mailboxes on a filesystem, or applying fairly complex
algorithms to filter the unsolicited messages. Nevertheless,
the fact that defines the very identity of the application is
the set of activities that are directly involved in remote com-

munication, i.e., the task of sending and receiving e-mails.
Thus, the goal of understanding the design of a distributed
system involves addressing at least three essential issues:
(i) Finding how much of the system is actually distributed,
i.e., how many classes are involved in the distributed aspect,
and how many only deal with local tasks; (ii) Identifying the
parts of the system intended to be distributed, and the sets
of classes that one needs to focus on in order to understand
them; (iii) Evaluating the impact of the distributed part of
the system on the rest of the source code, by finding how is
the implementation of a feature dispersed among the system
classes, and how easy it is to separate it from the rest of the
system in case we need to deploy it at a different location.

In this paper we present an approach for analyzing the
scope and impact of the distributed parts (i.e., the parts
involved in remote communication) of an object-oriented
distributed system. It focuses on the participation of the
system classes to the functionalities that provide or use re-
mote services, so that we understand the relations classes
have with both the distributed and the local pieces of func-
tionality. The approach uses the direct and indirect struc-
tural dependencies between classes as the base for a set of
metrics characterizing the systems’ communication-related
footprint. By adding to the mix the constraints specific to
the communication technology the system is built on, we
apply the approach to real-world case studies, so that we:
(i) Isolate a core of classes involved in the distributed as-
pect of the application to be able understand its basic struc-
ture by looking at a small set of entities; (ii) Identify the
distinct features related to the distributed functionality; and
(iii) Understand the patterns of collaboration between the
functionality that involves distributed communication and
the rest of the system.

We aim to understand how classes participate in the func-
tionalities related to remote communication, and how this
participation is related to the non-distributed side of the sys-
tem, rather than targeting a specific technique for feature or
concept location (as in [21, 8, 6]). We extract both architec-
tural and functionality-related information so that we gain
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an optimum amount of knowledge that will enable an engi-
neer to easily approach the system.

The rest of the paper is organized as follows: after show-
ing a few relevant particularities of distributed applications,
we describe the details of the approach (Section 3). Then
we present several Java RMI case-studies (Section 4), we
discuss the most relevant related work (Section 5) and we
summarize the conclusions of the paper (Section 6).

2 Technology aspects in Distributed Software

When building distributed applications, developers must
focus on the technology-specific details related to the re-
mote communication. We can identify three aspects that
are particularly interesting to our goal.

The Communication Mediator. Distributed software
can be represented as a set of arbitrary number of processing
elements running at different locations, interconnected by a
communication system [27] that hides the communication-
specific details. Various infrastructures are available for
supporting the communication, such as services provided
by the operating systems [26, 25], object request brokers
[24, 22, 9], message-oriented middleware [19], application
servers [18], and so on. In our approach, we find it useful to
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treat the communication infrastructure as a single, indepen-
dent, entity interacting with the studied distributed system
by providing the necessary communication-related features.
We call this entity the Communication Mediator, in short
Mediator (see Figure 1), and we use it as an important ref-
erence point in our analysis.

Application-mediator frontier. The relation with the
Mediator is central when analyzing the distributed aspect
of an application. Regardless of the technology used, we
can always identify a frontier (see Figure 1) between the
application and the mediator, an imaginary line that sepa-
rates the entities that are parts of the application itself, and
those that belong to the communication infrastructure. By
focusing on this frontier, we can identify the main actors
that define the interaction, and analyze how this interaction

contributes to the overall functionality of the system. We
can observe, for instance, which are the most active com-
municators, or we can follow the communication channels
remotely established between different parts of the appli-
cation, so that we extract architecture-related information.
The separation line can be drawn by using knowledge about
the specific technology-related details regarding the media-
tor, and it is, in our opinion, the first necessary step in un-
derstanding the system. Of course, various designs may try
to abstract the actual frontier; for instance, they may replace
it with custom adaptor layers that make the system portable.
Nevertheless, this is only a problem of tuning the depth of
the search when identifying the frontier actors, and can be
solved by considering the adaptor layers as part of the Medi-
ator so that the analysis will focus only on the core system.

Technology constraints. The design of a distributed
software system is highly dependent on the technology spe-
cific to the Mediator, which imposes specific constraints on
the application’s design and implementation. They are im-
portant, as they can provide use important clues for iden-
tifying the entities acting near the frontier. In applications
that use BSD Sockets [25] to communicate remotely, the
constraints are visible in the code as patterns specific for
creating and configuring the communication endpoints (the
sockets). Applications using Java Remote Method Invo-
cation (RMI) [9, 22] must define interfaces extending the
provided java.rmi.Remote, to describe the services re-
motely published by the software. There are also cases
where the constraints are not that obvious in the source
code, one example being the Java Message Service (JMS)
[19] approach, where components use an external service to
publish or send messages, and the most important elements
of the communication are established at runtime.

3 The Approach

The goal of this paper is to analyze an object-oriented
distributed application from the point of view of those facets
that are inherently related with its distributed behavior. In
particular, we want to identify, from a structural perspective,
which classes contribute (and to which extent) to the imple-
mentation of features provided as separate, remotely acces-
sible services. These features use or depend on the commu-
nication infrastructure to comply to their design goals, and
they are either deployed at different locations, or are good
candidates for such deployment. In this paper, we call all
these distributable features.

Our approach consists of two main steps: (i) identifying
the set of minimal (small) groups of classes that each distin-
guish and represent one of the distinct distributable features
(Section 3.1), and (ii) establishing the impact/spread of the
identified features in the entire system (Section 3.2). Figure
2 shows at a finer grain an overview of the process.
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tributed parts of functionality. In order to improve the rel-
evance of the classes belonging to the DGDF, the user can
fine-tune the automatic construction of the graph, by manu-
ally adding and removing classes to the dependency graph.
This way the engineer can control the core set of classes that
represent the main distributed functionality of the system.
Yet, we noticed during our case studies (see Table 1) that
even without any human intervention we usually end with
a relatively small set of classes, which encapsulates suffi-
cient knowledge about the basic distributed functionality of
the system. While different applications may need different
levels of user intervention at this step, the algorithm pro-
vides a reliable starting point for a successful analysis.

3.1.3 Separating the Cores of Distributable Features

Now that the DGDF contains a core of classes that are in-
volved in the distributable features of the system, the next
step is to isolate each distinct feature in order to assess them
individually. Using specific rules, we transform the DGDF
into a set of separate connected components, each repre-
senting the core of a distinct candidate distributable feature.
There are two types of rules we apply: (i) rules derived from
the specificities of the technology used for implementing
the remote communication; (ii) graph-oriented rules for ex-
tracting cohesive clusters of classes.

Technology-Dependent Rules. Knowing the constraints
imposed by the mediator (see Section 2) we can define sev-
eral simple rules that let us remove edges or vertices that are
not central to a distributable feature. For RMI, these rules
specifically address the following:

(i) In RMI, calling a method of a remote interface usually
means that the caller is deployed at a different location than
the implementor of the interface, and thus it does not be-
long to the same distributed feature. In terms of the DGDF
this means that all edges representing calls to remote inter-
faces (i.e., interfaces extending java.rmi.Remote ) can
be removed. The removal is only temporary (until the cores
are separated), as the relation itself is important to the later
steps in our analysis (i.e., for assessing the dependency be-
tween distributable features).

(ii) Remove all the automatically generated RMI stub
classes that may be present in the analyzed code as they
are actually part of the communication infrastructure

(iii) Remove the utility classes (e.g., string manipulators,
format converters) in the system, general-purpose entities
that are heavily yet not exclusively used by a single dis-
tributable feature; the reason is that they may artificially link
two features that have little in common

Clustering-Related Rules. As software is generally
made of loosely connected cohesive units [4, 14], identi-

fying the cohesive clusters in our graph can provide further
feature separation. We therefore apply a technique for graph
processing, based on the clustering algorithm described in
[4] which removes the “weak edges” in the graph i.e., edges
that are more likely to connect two different highly con-
nected subgraphs. The user can tune the algorithm, by spec-
ifying the edge weight threshold below which an edge is
considered “weak”, and it is eliminated.

As a result of applying the above steps we obtain a set
of connected components in the graph, each of them rep-
resenting the core of a potential distributable feature. The
engineer can again analyze the output and make the neces-
sary adjustments that he/she might consider necessary (e.g.,
decide that two distributable features candidates need to be
merged or that a particular feature needs to be split).

By looking at the classes in each feature core, we can
understand more about the goal of that feature, and about its
design. Moreover, as the set of core classes is rather small –
as shown by the cases we analyzed so far (Section 4) – the
process of understanding becomes a highly focused effort.

3.1.4 Identify the Remote Communication Channels

In addition to knowing the distributable features and the
most relevant classes for each of them, we need to under-
stand the remote dependencies between them, as this would
provide the engineer with a first (rough) preview of the sys-
tem’s distributed architecture. Finding the communication
channels between features is a step that highly depends on
the technology of the communication mediator involved.

For RMI, we make use of the observation that the ex-
istence of a remote interface is determined by the need to
publish a set of remotely available services, thus a refer-
ence to such an interface usually indicates a communication
between two remote entities. For each pair of distributable
feature cores already identified, the communication channel
is consequently made of all references to remote interfaces
that link one feature with the other.

The different types of dependencies we find here will
reveal different types of distributed architectures [26], as
client-server (features call each other in a single direction),
peer-to-peer communication (bidirectional calls), etc..

3.2 Step 2: The Acquaintance Metrics

Up to this point, the presented approach has identified
the classes that are the most involved in distributed commu-
nication. Nevertheless, there are many other classes in the
application, and the understanding of the system can never
be complete without considering them, too.

Specifically, we need to find out what is the involvement
of these classes in the already discovered distributable fea-
tures, thus how important are they in the distributed func-
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4 Evaluation of the Approach

This section presents the case studies we conducted on
several Java/RMI systems. The main goals of the case study
were to find how our approach helps to: (i) ascertain at
the system-level the distributable characteristics; (ii) iden-
tify and classify the classes that play a significant role as the
distributable features are concerned (class-level findings).

4.1 The Case Studies

Table 1 shows the size attributes and the main
system-level metrics for the systems we ana-
lyzed.CAROL (http://carol.objectweb.org/) and JOTM
(http://jotm.objectweb.org/) are two medium-sized open-
source Java projects. As JOTM was built using the CAROL
library we decided to analyze them together. SPRC is a
small student project we included because it allowed us to
manually inspect the entire application and thus asses our
techniques with more precision. In this paper, we discuss
in detail FWS and EHCACHE as the two which proved
to be the most relevant, by having distinct domains of
application, and presenting significant particularities as far
as the distributable features were concerned.

The FWS system is a commercial framework for build-
ing and executing workflow systems, developed by a local
software company. A workflow is a sequence of local or re-
mote activities executed by pieces of software called agents.
The framework’s user instantiates it with particular agents,
and the communication is done using RMI. This case study
brought an important advantage: we had access to the devel-
opers, thus being able to verify the validity of our findings.

The EHCACHE system is a widely used, open-source,
Java distributed cache for general purpose caching1. Its dis-
tributed aspect is related to the fact that a group of separate
cache peers can act as a distributed cache, by remotely com-
municating to each other through RMI.

4.2 System-Level Characterization

The approach described in Section 3, can provide two
types of information at the system level: (i) an Overview of
the Distributed Architecture, based on the presented tech-
nique for identifying the cores of distributable features
(Section 3.1.3) and the remote communication channels
that can be established between them (Section 3.1.4); (ii) a
Characterization of the Distributable Features’ Impact on
the overall system design, based on the Average T ADF
value of the classes outside the distributable features core.

1http://ehcache.sourceforge.net/

Name NOC
NOC in Distr. Distr. Sum of Average

Feat. Cores Feat. TBC TADF
CAROL 155 28 4 1762 14
JOTM+CAROL 218 65 9 4437 29
SPRC 24 9 3 57 4
EHCACHE 93 16 5 717 9
FWS 362 35 2 1051 3

Table 1. The case-studies in numbers

As the T ADF metric expresses the strength of the rela-
tion the class has with all distributable features, the average
value encountered in the system will tell us about the overall
importance of the distributed aspect in the system.

FWS: Overview of the Distributed Architecture. For
FWS, the automated process detected two cores of dis-
tinct distributable features. The first one contains 28
classes, including 5 frontier classes. One of these 5
uses a remote interface situated in the other core, while
the rest are remote interfaces themselves. By analyz-
ing the dependency (sub)graph representing this core,
and the names of the classes, we found several classes
that hinted the probable functionality of the distributable
feature involved. They were remote interfaces named
Interpreter WorkflowManager , and classes like
WorkflowContainer , ActiveWorkflow etc. sug-
gesting that the feature dealt with the control of the work-
flows. Moreover, the frontier class using external remote
interfaces was called Executer and was directly linked
with the Interpreter , which consolidated our impres-
sion that the feature is concerned with executing workflow
tasks. The developers of FWS confirmed that the identified
classes are the central part of a component called Workflow
Engine, representing the system’s main functionality of cre-
ating and executing the different instances of workflows.

The second core of distributable feature has only 7
classes and interfaces, centered on two remote interfaces
called AgentEngine and AgentHandler , with a class
called AgentEngineImpl depending directly on a class
called Agent . Our assumption was that the feature has to
do with running agents that are part of the workflow. The
developers confirmed again our assumption.

Between the two distributable features, we have identi-
fied four communication channels. Two of them were calls
from the Executer to the remote interfaces in the second
core, and the other two were calls made by a frontier class
in the second distributable feature to remote interfaces in
the first one. This suggested a peer-to-peer relation, which
was confirmed by the developers: the Workflow Engine con-
tacted the Agent Engine when a new agent was needed to
run at a remote location, while the Agent Engine informed
the first component of the status of the running agents.
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FWS: Impact of the Distributable Features. The Aver-
age T ADF for FWS is 3, rather small comparing to other
systems (see Table 1). This means that there is a significant
amount of functionality in FWS that is neither distributable,
nor directly related with the identified distributable features.
Indeed, by looking at large classes with low T ADF values,
we identified a group of almost 80 classes that had a T ADF
of 0 (i.e., they were totally unrelated with the distributable
features). Developers confirmed that those classes are part
of a utility for creating and editing XML workflow speci-
fications. Moreover, they revealed that the system was ini-
tially designed for executing only local tasks, and only later
a it was adapted to run remotely-available agents. This ex-
plains the low Average T ADF , as most of the tasks done
by the system are still local, on the Workflow Engine side.

EHCACHE: Overview of the Distributed Architecture.
Our approach detected 5 distinct cores of distributable fea-
tures. The largest one (that we called Cache Peer Man-
ager) had 7 classes, was centered around a remote interface
(CachePeer ) and contained other classes and interfaces
like CacheManagerPeerListener , and EhCache .
Surprisingly, CachePeer was in fact the only remote in-
terface in the entire system. The other identified cores con-
tained only classes that called this interface, seeming to rep-
resent different functionalities related with each other.

The fact that only one remote interface was present sug-
gested that the discovered features were not parts of dis-
tinct remote components, but functional aspects of a sin-
gle structural, communication-aware, entity. Indeed, con-
sulting the online documentation [7], showed that the dis-
tributed caching involved several different tasks (peer dis-
covery, replication, the capability of bootstrapping from re-
mote caches), all managed by several identical components,
running on different network locations. The features repre-
sented by two of the identified cores (i.e., Cache Peer Man-
ager and Peer Provider) proved to be both involved in the
peer discovery and management, as distinct parts of code
that can each communicate remotely for this task. We suc-
cessfully linked two more distributable features cores de-
tected by our approach (namely Replicator and Bootstrap)
to the document describing the architecture of EHCACHE.
Although we were unable to also link the fifth identified
core to a documented feature of the application, the ap-
proach appeared to be again useful for correctly recovering
an overview of the distributed architecture of EHCACHE.

EHCACHE: Impact of the Distributable Features. The
Average T ADF here is 9, significantly higher than for FWS.

Looking at the values for the individual classes, we no-
ticed that most of them are acquaintances of the Cache Peer
Manager distributable feature, which is at the same time
the largest distributable feature in the system. This is un-

derstandable, as most of the functionality of EHCACHE is
related to the issue of cache management. Moreover, read-
ing the documentation of EHCACHE we found out that the
application underwent a significant redesign since version
1.2 from a monolithic into a modular and distributable de-
sign, centered around the CachePeer concept. As it was
specifically redesigned with the distributed functionality in
mind, a higher Average T ADF value (i.e., high distributed
awareness in the system) is nothing but appropriate.

Discussion To conclude our system-level findings, our
approach provides an entry-point in understanding the main
distributable features of the system and reveals a coarse-
grained overview of its distributed architecture.

The key element is that we were able to make valid as-
sessments regarding the distributed architecture by looking
at a small fraction of all the system’s classes (35 out of 362
in FWS, and 16 out of 93 in EHCACHE) all isolated by our
automated process. While the user intervention is possible
in each step of the approach, in the case studies described
here we did not intervene, and have drawn our conclusions
using the data provided by the algorithms alone. While
more case studies are definitely needed before drawing any
solid conclusions, these first ones showed promising results.

We have noticed that our metrics-based approach would
be well-complemented by a visualisation that helps seeing
at a glance the various patterns related to distributed com-
munication. In [5] we defined the Distributable Feature
View as a visual technique for revealing the impact of dis-
tributable features in a system.

4.3 Patterns of Acquaintances

After assessing the system-level traits, we need to
“zoom-in” and find the most significant feature acquain-
tance classes. Analyzing in detail the aforementioned sys-
tems, we identified three interesting patterns based on the
level of communication of a class with the distributable fea-
tures versus its overall communication.

4.3.1 Metrics and Thresholds

The patterns of acquaintance classes are all metrics-based,
i.e., based on the relative proportions between the total ac-
quaintance and the total coupling metric for a class. The two
main metrics we used at the class level are Total Acquain-
tance with Distributable Feature (TADF) and Total Bidirec-
tional Coupling (TBC), as defined in Section 3.2.

These patterns can be described in form of detection
strategies [16], namely metrics-based rules for filtering de-
sign fragments with a correlated set of quantifiable proper-
ties. One key element in writing such detection strategies
is to find the adequate thresholds for the metrics involved
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web pages. The structure of a web site is recognized, and
candidate templates are generated in order to be used when
dynamically generating the pages through a Web applica-
tion. Clustering is also used by Andreopoulos et. al. [1] to
produce decompositions of large software systems. Their
approach takes into consideration the multi-layered struc-
ture of the studied systems, and use both static and dynamic
information to improve a clustering technique. Chiricota et.
al. [4] propose an efficient clustering algorithm that sepa-
rates related clusters of software within an application rep-
resented as a graph. They focus on detecting weak edges,
that is, edges that loosely connect different components that
may prove to have distinct functionality. Their work proved
useful in one of the steps involved by our approach.

6 Conclusions

This paper presented our structural approach in under-
standing distributed object-oriented applications, focusing
on the functionality that handles the actual distributed be-
havior. The process we have defined is metrics-based,
and provides both system-level assesments regarding the
distributed aspect, and interpretation of the measurements
made at the class level. The impact of the distributable fea-
tures in the system can be evaluated, and an overview of the
system’s distributed architecture can be extracted by look-
ing at a small number of classes. The paper also presented
the results of two case studies, discussing the main findings
for each of them. The discussions with the developers or the
analysis of the product documentation have shown that the
approach provided good ratios for both the precision and the
recall of the knowledge items it searches for. The process is
technology-aware, and is applied on Java applications that
use RMI for communication.
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